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Abstract

The rapid expansion of biomedical literature presents significant challenges for healthcare
practitioners in synthesizing research findings and applying them to personalized patient
care. This thesis presents a comprehensive investigation into Al-powered systems for
generating personalized treatment pathways through intelligent analysis of biomedical
literature.

This research, conducted at the Indian Institute of Technology Delhi since January
2024, performs a comparative analysis of state-of-the-art biomedical vision-language mod-
els, with particular focus on LLaVA-Med and MedAlpaca, alongside emerging architec-
tures such as MEDITRON and OpenBIOLLM. The study evaluates these models across
multiple standardized medical benchmarks including MedQA, PubMedQA, MedMCQA,
and MMLU-Medical, revealing significant performance variations and highlighting the
critical importance of domain-specific fine-tuning.

A novel multi-agent framework is developed that integrates specialized agents for
symptom analysis, medical history processing, clinical results interpretation, and diag-
nostic integration. The system leverages Retrieval-Augmented Generation (RAG) with
multimodal information extraction techniques, including TabTransformers for structured
data and DePlot for graphical information processing. The framework demonstrates the
ability to extract relevant information from diverse biomedical literature sources and
match patient profiles with evidence-based treatment recommendations.

Experimental validation using complex clinical case studies reveals both the potential
and limitations of current Al models in clinical decision-making. While MEDITRON

achieved competitive performance (81.6% accuracy on PubMedQA), detailed analysis of
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model responses indicates significant gaps in clinical reasoning, guideline adherence, and
patient-specific adaptation. The multi-agent system showed promising improvements,
achieving F'1 scores of 0.490 compared to 0.475 for single-model approaches.

Key findings include the superior performance of larger models (MEDITRON-70B
achieving 63.3% average accuracy across benchmarks), the substantial impact of fine-
tuning strategies (improving PubMedQA performance from 43.8% to 73.8%), and the
promising results of parameter-efficient approaches using LoRA and quantization tech-
niques. The research also reveals critical weaknesses in psychiatric risk detection and the
importance of case information for accurate diagnosis.

The research contributes to the field through: (1) comprehensive benchmark analysis
of medical language models, (2) development of a multimodal information extraction
framework, (3) implementation of RAG-enhanced knowledge integration, (4) design and
evaluation of a multi-agent diagnostic system, and (5) critical evaluation of Al limitations
in complex clinical scenarios. Future work will focus on addressing identified limitations
through improved training strategies, enhanced clinical reasoning capabilities, and fine-
tuning on GPT-generated inferences.

Keywords: Biomedical Al, Personalized Medicine, Large Language Models, Multi-
Agent Systems, Retrieval-Augmented Generation, Clinical Decision Support, Medical

Information Extraction
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Chapter 1

Introduction

1.1 Problem Statement

The exponential growth of biomedical literature presents significant challenges for health-
care practitioners in managing and synthesizing vast amounts of research findings. Mod-
ern healthcare professionals face increasing difficulty in staying current with the latest
research developments and effectively applying new findings to clinical practice. This
challenge is particularly acute when providing personalized treatment, which requires
intricate knowledge of patient-specific characteristics, medical history, and the latest
evidence-based therapeutic approaches.

The traditional approach to literature review and treatment planning is time-consuming
and prone to oversight, potentially leading to suboptimal patient outcomes. Healthcare
providers need efficient tools to navigate the complex landscape of biomedical research
while ensuring that treatment decisions are both evidence-based and tailored to individual
patient needs. This thesis, developed at the Indian Institute of Technology Delhi under
the guidance of Prof. Mausam, addresses these challenges through the development of

Al-powered systems for personalized treatment pathways.
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1.2 Application Scenario

Consider a clinical scenario where a patient presents with a complex medical history
requiring specialized treatment. For instance, a 60-year-old patient with multiple comor-
bidities, including previous cardiovascular events, metabolic disorders, and documented
medication intolerances. Such cases demand tailored treatment pathways that account

for:

Individual patient characteristics and medical history

Potential drug interactions and contraindications

Latest research findings and clinical guidelines

Evidence-based treatment alternatives

In these situations, artificial intelligence can serve as a valuable tool to assist health-
care providers in generating personalized treatment plans by rapidly processing vast
amounts of biomedical literature and matching relevant information to specific patient

profiles.

1.3 Research Objectives

The primary objective of this research is to develop and evaluate an Al system capable
of generating personalized treatment pathways through intelligent analysis of biomedical

literature. Specifically, this work aims to:

1. Extract relevant information from biomedical literature efficiently
2. Match patient profiles with extracted knowledge from research databases

3. Predict optimal treatment pathways based on patient attributes and current liter-

ature

4. Compare the effectiveness of different AI models for biomedical applications
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1.4 Model Selection: LLaVA-Med vs. MedAlpaca

A critical decision in this research involves selecting the most appropriate Al system for
biomedical text and image analysis. Two prominent candidates have been identified for

comparative evaluation:

1.4.1 LLaVA-Med

LLaVA-Med represents a vision-language conversational assistant specifically designed
to address open-ended research questions about biomedical images. Key characteristics

include:

e Architecture: Fine-tuned version of the LLaVA (Large Language and Vision As-

sistant) model
e Training Process: The model undergoes a two-stage learning process:

1. Initial alignment of biomedical vocabulary with visual representations

2. Mastery of open-ended conversational semantics in medical contexts

e Design Philosophy: End-to-end neural model architecture enabling seamless in-

tegration of visual and textual biomedical information

e Strengths: Superior integration of multimodal biomedical data, particularly effec-

tive for image-text correlation tasks

1.4.2 MedAlpaca
MedAlpaca represents an alternative approach to biomedical Al, with distinct character-
istics:

e Dataset Composition: Training data includes diverse medical educational re-

sources:

— Medical student flashcards
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— StackExchange medical sciences discussions

— Wikidoc medical encyclopedia entries
e Base Architecture: Built upon LLaMA models (7B & 13B parameters)

e Training Scope: Trained on approximately 54,000 samples from limited biomed-

ical domains

e Visual Processing: Features a modular visual encoder design (plug-and-play ar-

chitecture)

e Limitations: Lesser integration between image and text linking compared to

LLaVA-Med

1.5 Thesis Structure

This thesis is organized into seven chapters:

Chapter 1: Introduction and problem formulation

Chapter 2: Literature review and benchmark analysis

Chapter 3: Methodology and technical approaches

Chapter 4: Experimental design and implementation

Chapter 5: Results and performance evaluation

Chapter 6: Discussion and analysis

Chapter 7: Conclusion and future work

1.6 Contributions

The key contributions of this research include:

1. Comprehensive comparative analysis of state-of-the-art biomedical language models

4
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2. Development of a novel framework for personalized treatment pathway generation

3. Implementation of multimodal information extraction techniques for biomedical

literature

4. Evaluation of retrieval-augmented generation systems in medical contexts

5. Creation of a structured knowledge base for evidence-based treatment recommen-

dations



Chapter 2

Literature Review and Benchmark

Analysis

2.1 Evolution of Medical Large Language Models

The development of medical large language models has shown remarkable progress over re-
cent years, as demonstrated by their performance on standardized medical examinations.
Figure2.1]illustrates the evolution of medical Al systems from 2022 to 2024, tracking their

performance on the United States Medical Licensing Examination (USMLE) benchmark.
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[Medical LLM Evolution Figure]

Figure 2.1: Development of medical large language models over time showing USMLE
accuracy scores. Different model development approaches are indicated by various sym-
bols: prompting (circles), pre-training (stars), fine-tuning (triangles), and human expert

performance (red line).

The trajectory shows significant advancement from early models like BioLinkBERT
achieving approximately 45% accuracy in early 2022, to sophisticated systems like GPT-
4 with medical prompting reaching nearly 90% accuracy by late 2023. Notably, MED-
ITRON emerges as a promising candidate, achieving competitive performance around

70% accuracy.

2.2 Benchmark Datasets for Medical AI Evaluation

2.2.1 Dataset Descriptions

The evaluation of medical Al systems relies on several standardized datasets, each de-

signed to assess different aspects of medical knowledge and reasoning;:

e MedQA: Multiple choice question answering based on the United States Medical
License Exams (USMLE). The questions and their associated answer candidates
are collected from the National Medical Board Examination in the USA, available

in 2 variants for comprehensive evaluation.
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e PubMedQA: A dataset specifically constructed from PubMed abstracts, designed
to evaluate models’ ability to answer questions based on biomedical research liter-

ature.

e MedMCQA: A comprehensive dataset containing more than 194,000 high-quality
multiple choice questions from AIIMS & NEET PG entrance examinations, provid-

ing extensive coverage of medical knowledge domains.

e MMLU-Medical: Part of the Massive Multitask Language Understanding bench-
mark, this subset tests the breadth of medical knowledge acquired by language

models across various medical specialties.

2.3 MEDITRON Performance Analysis

2.3.1 Comparative Benchmark Results

Figure presents the few-shot learning performance of MEDITRON models compared

to established open-source baselines across multiple medical datasets.

[MEDITRON Benchmark 1 Figure]

Figure 2.2: Few-shot learning results of raw MEDITRON models against open-source

pretrained baselines across five medical benchmarks.

The results demonstrate that MEDITRON-70B achieves superior performance with

an average accuracy of 63.3% across all benchmarks, significantly outperforming smaller
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models. Notably, MEDITRON-7B achieves 42.8% average accuracy, showing competitive
performance for its parameter size.

Figure shows the performance using top token selection methodology, where
MEDITRON-7B achieves 57.5% average accuracy, demonstrating the importance of in-

ference strategy in medical Al applications.

[MEDITRON Benchmark 2 Figure]

Figure 2.3: MEDITRON benchmark evaluation using top token selection methodology.

2.3.2 PubMedQA Leaderboard Analysis

The PubMedQA leaderboard provides insights into the current state-of-the-art in biomed-

ical question answering. Figure [2.4] shows the leading models and their performance.

[PubMedQA Leaderboard Figure]

Figure 2.4: PubMedQA leaderboard showing top-performing models with accuracy and

macro-F1 scores.
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The leaderboard reveals that GPT-4 with medical prompting achieves the highest
accuracy at 82.0%, followed closely by Med-PaLM 2 at 81.8%. MEDITRON ranks third
with 81.6% accuracy, demonstrating competitive performance despite being a smaller,

open-source model.

2.3.3 Detailed PubMedQA Performance Results

Specific performance metrics on the PubMedQA dataset reveal important insights:

e GPT-4: 75% accuracy
e MEDITRON (base): 43.8% accuracy

e MEDITRON (fine-tuned checkpoint): 73.8% accuracy

The substantial improvement from 43.8% to 73.8% accuracy after fine-tuning demon-

strates the critical importance of domain-specific adaptation for medical Al applications.

2.4 Emerging Model Architectures

2.4.1 OpenBIOLLM-8B Performance

Recent developments have shown that smaller, efficiently fine-tuned models can achieve

remarkable performance. Figure presents the OpenBIOLLM-8B leaderboard results.

10
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[OpenBIOLLM Figure]

Figure 2.5: OpenBIOLLM-8B leaderboard showing superior performance despite smaller

model size.

OpenBIOLLM-70B achieves 86.06% average score across nine biomedical datasets,
outperforming both GPT-4 and specialized models like Med-PaLLM. The 8B variant
demonstrates that efficient fine-tuning strategies can yield competitive results with sig-
nificantly reduced computational requirements.

Key characteristics of OpenBIOLLM include:
e Fine-tuning using Llama-3 base with SF'T and DPO
e Custom dataset comprising 3,000 healthcare topics across 10+ medical subjects

e 86.06% average score across nine biomedical datasets despite smaller size compared

to GPT-4 and Med-PaLM

2.5 Case Study Analysis

2.5.1 Clinical Scenario: Statin-Intolerant Patient

A comprehensive test case was developed featuring a 60-year-old Caucasian male patient

with the following clinical profile:

11
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Patient Demographics and History

e Age: 60 years, Caucasian male
e Medical History: Obesity, hypertension, hyperlipidemia

e Cardiac History: Non-ST-segment elevation myocardial infarction (NSTEMI) one

year prior

e Interventions: Drug-eluting stent placement in right coronary artery

Current Medications
e Aspirin 81 mg daily
e Lisinopril 20 mg daily

e Metoprolol XL 50 mg daily

Physical Examination Findings

e Body Mass Index (BMI): 32 kg/m?
e Blood Pressure: 135/85 mm Hg

e Otherwise unremarkable physical examination

Laboratory Results

e Total Cholesterol: 226 mg/dL

Triglycerides: 154 mg/dL

High-Density Lipoprotein Cholesterol (HDL-C): 39 mg/dL

Friedewald-Estimated Low-Density Lipoprotein Cholesterol (LDL-C): 156 mg/dL

Normal creatinine and liver enzymes

Normal TSH and vitamin D levels

12
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Medication History and Intolerances
The patient demonstrated documented intolerance to multiple statin therapies:

e Rosuvastatin 20 mg daily: Severe aching in thighs and calves

Atorvastatin 20 mg daily: Similar muscle aching symptoms

Red yeast rice/CoQ10 combination: Muscle aches

Intermittent simvastatin 20 mg weekly: Muscle symptoms

Intermittent rosuvastatin 5 mg weekly: Muscle symptoms

Notably, creatine kinase levels remained normal throughout all episodes of muscle-
related adverse effects, and the patient expressed unwillingness to attempt further statin

therapy.

2.6 Ground Truth Analysis

The established clinical ground truth for this case emphasizes several key points:

1. Statin Intolerance Recognition: The case represents a classic example of statin
intolerance in secondary prevention, specifically myalgia without elevated biomark-

ers.

2. Clinical Trial Evidence: Meta-analysis of 18 clinical trials (301,374 person-years)
shows comparable rates of myalgia between statin and placebo groups, suggesting

the actual incidence in clinical practice (10-20%) may be overestimated.

3. Re-challenge Success: Most patients who discontinue statins can tolerate re-

challenge with the same or different statin formulations.

4. Secondary Cause Investigation: The unusual presentation of recurrent symp-
toms across multiple statin regimens warrants investigation for secondary causes
including hypothyroidism, vitamin D deficiency, rheumatologic disorders, drug in-

teractions, and renal/liver diseases.

13
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5. Alternative Therapy Evidence: The 2013 ACC/AHA guidelines provide class
ITa recommendations for non-statin therapies, with limited clinical trial evidence.
The Coronary Drug Project (1975) remains the primary randomized trial for niacin

monotherapy in secondary prevention.

14



Chapter 3

Technical Methodology

3.1 Advanced Training Techniques

3.1.1 LoRA (Low-Rank Adaptation)

LoRA represents a parameter-efficient fine-tuning approach that addresses the computa-
tional challenges of adapting large language models for specialized domains. The tech-
nique operates by preserving the parameters of the original LLLMs while adding trainable
low-rank matrices into the self-attention module of each Transformer layer.

Key advantages of LoRA include:

Significant reduction in trainable parameters compared to full fine-tuning

Improved efficiency during the fine-tuning process

Effective capture of downstream task characteristics despite parameter constraints

Maintenance of original model capabilities while adapting to new domains

3.1.2 Quantization Techniques

Quantization provides a complementary approach to model optimization by reducing the
computational precision requirements. The process involves reducing the number of bits

representing numerical values within the neural network architecture.

15
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Neural networks typically employ 32-bit floating-point numbers for both weights and

activations. Quantization techniques can be applied to both components, enabling:
e Reduced memory requirements
e Faster inference times
e Lower computational overhead

e Maintained model performance with appropriate implementation

3.1.3 8-bit QLora Implementation

Our experimental approach involved fine-tuning using 8-bit QLora methodology on 200,000
artificially labeled examples from the PubMedQA dataset. This approach combines the
benefits of both LoRA and quantization techniques to achieve efficient domain adaptation

while maintaining computational feasibility.

3.2 Retrieval-Augmented Generation (RAG)

3.2.1 RAG Architecture Overview

Figure illustrates the basic RAG pipeline architecture, which enhances traditional

language models with external knowledge retrieval capabilities.

16
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[RAG Pipeline Figure]

Figure 3.1: Basic RAG pipeline showing the three-stage process: ingestion, retrieval, and

synthesis.

RAG functions as a sequence-to-sequence model with an intermediate component that
retrieves contextual documents from an external knowledge base, such as a Wikipedia text
corpus. The retrieved documents are integrated with the input sequence and processed

by the underlying sequence-to-sequence generator.

3.2.2 RAG Implementation Strategy

The information retrieval component enables RAG to leverage multiple knowledge sources:

e Parametric Knowledge: Information embedded within model parameters during

pre-training

e External Knowledge: Real-time access to contextual passages from external

databases

This dual-source approach allows RAG to outperform traditional state-of-the-art mod-
els in question-answering tasks by combining the broad knowledge captured during pre-

training with specific, up-to-date information retrieved dynamically.
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3.3 Information Extraction Framework

The information extraction pipeline addresses the heterogeneous nature of biomedical

literature by implementing specialized processing techniques for different data modalities.

3.3.1 Multimodal Data Processing
TabTransformers for Structured Data

TabTransformers provide table-to-text conversion capabilities for extracting structured

information from research publications. This technique enables the processing of:
e Clinical trial results presented in tabular format
e Demographic data and patient characteristics
e Laboratory values and measurement data

e Statistical analyses and comparative studies

DePlot for Graphical Information

DePlot implements plot-to-text transformation for interpreting graphical data represen-

tations commonly found in biomedical literature:
e Survival curves and Kaplan-Meier plots
e Dose-response relationships
e Temporal trends and longitudinal data

e Comparative efficacy visualizations

Natural Language Processing

Direct text processing handles the majority of biomedical literature content through:

e Named entity recognition for medical concepts

18
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e Relationship extraction between entities
e Sentiment analysis for treatment outcomes

e Semantic similarity matching for case comparisons

3.4 Proposed Research Framework

3.4.1 MTP-1 Implementation Strategy

The first phase of the Master’s Thesis Project (MTP-1) encompasses several critical

research directions:

1. Model Evaluation and Selection: Comprehensive assessment of models supe-
rior to MEDITRON, including analysis of emerging architectures and fine-tuning

strategies.

2. RAG Integration: Implementation and evaluation of Retrieval-Augmented Gen-

eration systems for medical knowledge integration.

3. Information Extraction Pipeline: Development of robust information extrac-

tion capabilities from biomedical research papers.

4. Knowledge Base Construction: Formation of a comprehensive, structured knowl-

edge base for personalized treatment pathway generation.

3.4.2 Knowledge Base Architecture

The proposed knowledge base will incorporate multiple data sources and structures:

Data Sources

e PubMed abstracts and full-text articles
e Clinical trial databases (ClinicalTrials.gov)

e Medical guidelines and consensus statements
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e Drug interaction databases

e Patient case reports and outcomes data

Knowledge Representation

e Entity-relationship models for medical concepts
e Hierarchical classification systems (ICD-10, SNOMED-CT)
e Temporal relationships for treatment sequences

e Probabilistic associations for outcome predictions

3.5 Advanced Prompting Strategies

3.5.1 Chain-of-Thought Reasoning for Medical QA

Recent advances in prompting strategies have shown significant improvements in medical
question answering. We implemented and evaluated multiple prompting approaches based

on the framework proposed by Nachane et al. (2024).

Eliminative vs. Clinician Reasoning Prompts

Two primary prompting strategies were developed:

1. MCQ-Eliminative: A step-by-step elimination approach that mirrors test-taking

strategies

2. MCQ-CLINICR (Clinician Reasoning): Prompts designed to elicit clinical

reasoning patterns similar to practicing physicians

The clinician reasoning approach demonstrated superior performance, achieving 54.31%
accuracy on MedMCQA using Llama3.1-8b-Instruct, compared to 52.98% with standard

prompting.
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Implementation Details

Figure [3.2] illustrates the different prompting approaches and their impact on model

performance.

[Chain-of-Thought Prompting Strategies Figure]

Figure 3.2: Comparison of eliminative and clinician reasoning prompts for medical ques-

tion answering

3.6 Evaluation Methodology

3.6.1 Performance Metrics

The evaluation framework incorporates multiple assessment criteria:

Accuracy Metrics
e Question-answering accuracy on standardized medical benchmarks
e Information extraction precision and recall
e Treatment recommendation appropriateness

e (linical guideline adherence assessment

Clinical Relevance Metrics

e Expert physician evaluation of recommendations
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e Patient safety considerations
e Treatment outcome predictions

e Cost-effectiveness analysis

3.6.2 Evaluation Metric Development

Challenges in Medical Text Evaluation

Finding appropriate evaluation metrics for medical Al systems presents unique challenges:
e Binary yes/no evaluations fail to capture diagnostic nuance
e Partial correctness requires quantitative assessment methods
e Granular similarity measures must reflect clinical significance

e Traditional NLP metrics (BLEU, ROUGE) prove inadequate for medical contexts

Comparative Metric Analysis

Our investigation compared multiple evaluation approaches:
e Frugal Score: A cost-effective variant of MoverScore using BERT embeddings
e BERTScore: Generates precision, recall, and F1 scores via cosine similarity
e Word Mover Score: Measures minimum embedding distance to target

e BioBERT v2: Domain-specific embeddings for medical text evaluation

Human-AI Evaluation Alignment

To establish reliable evaluation metrics, we implemented a multi-stage process:
1. Doctor-annotated similarity scores for model outputs versus gold standards
2. Dataset augmentation through minor case modifications preserving diagnoses

3. Normalization of scores with mean/max scaling and zero-cutoff thresholding
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4. Agreement analysis between human and automated evaluations

3.6.3 Validation Strategies
Cross-validation Approaches

e K-fold cross-validation on benchmark datasets
e Temporal validation using historical patient data
e Geographic validation across different healthcare systems

e Specialty-specific validation for various medical domains

External Validation

e Independent expert review panels
e Comparison with existing clinical decision support systems
e Real-world clinical environment testing

e Multi-institutional validation studies
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Experimental Design and

Implementation

4.1 System Architecture Overview

The experimental framework integrates multiple components to create a comprehensive
system for personalized treatment pathway generation. Figure 7?7 illustrates the overall

architecture, highlighting the interaction between the core modules.

4.1.1 Core Components
Language Model Module

The system implements a modular design allowing seamless integration of different biomed-

ical language models:
e MEDITRON (7B and 70B variants)
e LLaVA-Med for multimodal processing
e MedAlpaca for baseline comparisons

e OpenBIOLLM-8B for efficient inference
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RAG Infrastructure

The Retrieval-Augmented Generation component consists of:

Vector database for efficient document retrieval (FAISS implementation)

Embedding generation using BioBERT variants

Context window management for optimal retrieval

Relevance scoring and re-ranking mechanisms

Information Extraction Pipeline

The multimodal extraction system processes:
e Textual content using named entity recognition
e Tabular data via TabTransformers
e Graphical information through DePlot

e Clinical images using vision-language models

4.2 Dataset Preparation

4.2.1 Training Data Sources
PubMedQA Dataset Enhancement

The original PubMedQA dataset was enhanced through:
e Extraction of 200,000 question-answer pairs
e Artificial labeling using GPT-4 for quality assurance
e Categorization by medical specialty and complexity

e Addition of explanation rationales for each answer
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Clinical Case Repository
A curated collection of clinical cases was assembled:

e 5,000 anonymized patient cases from public databases
e Coverage of 504 medical conditions
e Inclusion of treatment outcomes and follow-up data

e Expert validation by board-certified physicians

4.2.2 Benchmark Dataset Configuration
MedQA Preparation

e USMLE Step 1, 2, and 3 question sets

e 11,450 multiple-choice questions total

e Balanced distribution across medical domains

e Inclusion of clinical vignettes and diagnostic scenarios

MMLU-Medical Subset
e 6 medical subject areas

e 1,871 questions covering anatomy, clinical knowledge, medical genetics, professional

medicine, college biology, and college medicine

e Stratified sampling for balanced evaluation

4.3 Model Configuration

4.3.1 MEDITRON Fine-tuning Parameters
LoRA Configuration

lora_config = {
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"r": 16, # Rank

"lora_alpha'": 32, # Scaling parameter
"target_modules": ["q_proj", "v_proj", "k_proj", "o_proj"l,
"lora_dropout": 0.1,

"bias": "none",

"task_type": "CAUSAL_LM"

Quantization Settings

e 8-bit quantization using bitsandbytes library
e Mixed precision training with fpl16
e Gradient checkpointing for memory efficiency

e Batch size: 4 (with gradient accumulation steps: 8)

4.3.2 Training Hyperparameters

Table 4.1: Training hyperparameters for model fine-tuning

Parameter Value
Learning rate 2e-5
Warmup steps 500
Total epochs 3
Max sequence length 2048
Weight decay 0.01
Optimizer AdamW

Learning rate scheduler  Cosine
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4.4 RAG System Implementation

4.4.1 Document Processing Pipeline

Text Preprocessing

1. PDF extraction using PyMuPDF
2. Section identification and hierarchical parsing
3. Reference resolution and citation linking

4. Medical entity recognition using ScispaCy

PubMed Knowledge Base Construction

Our RAG implementation leveraged a comprehensive biomedical knowledge base:
e Data Source: Complete download of all PubMed abstracts
e Processing: Structured indexing of abstracts with metadata
e Storage: Vector database implementation for efficient retrieval

e Integration: Context concatenation with queries at inference time

Embedding Generation

e Model: PubMedBERT-base-uncased
e Chunk size: 512 tokens with 50-token overlap
e Embedding dimension: 768

e Normalization: L2 normalization for cosine similarity
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4.4.2 Retrieval Strategy

Hybrid Search Implementation
e Dense retrieval using FAISS (70% weight)
e Sparse retrieval using BM25 (30% weight)
e Re-ranking using cross-encoder model

e Top-k selection: k=5 for initial retrieval

Self-Reflection and Adaptive Retrieval

Building on the work of Jeong et al. (2024), we implemented a Self-BioRAG system with

adaptive retrieval capabilities:

[Self-BioRAG Architecture Figure]

Figure 4.1: Self-BioRAG architecture showing adaptive retrieval and self-reflection com-

ponents

Key components include:

Retrieval Decision Module: Determines when external knowledge is needed

¢ Domain-specific Retriever: Optimized for biomedical literature

Self-Reflection Model: Evaluates and refines generated responses

Evidence Selection: Chooses best supporting documents from multiple queries
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Context Window Management
def manage_context(retrieved_docs, max_tokens=1024):

Intelligently select and truncate retrieved documents

to fit within context window constraints

ranked_docs = rerank_by_relevance(retrieved_docs)
selected_docs = []

current_tokens = 0

for doc in ranked_docs:
doc_tokens = count_tokens(doc)
if current_tokens + doc_tokens <= max_tokens:
selected_docs.append(doc)
current_tokens += doc_tokens
else:

break

return concatenate_docs(selected_docs)

4.5 Information Extraction Framework

4.5.1 Multimodal Processing Pipeline
Table Extraction with TabTransformers

e Table detection using computer vision techniques
e Structure recognition and cell extraction

e Semantic understanding of column headers
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e Conversion to structured JSON format

Graph Processing with DePlot

e Automatic axis detection and scale extraction
e Data point identification and value extraction
e Trend analysis and statistical summary generation

e Natural language description synthesis

4.5.2 Clinical Entity Recognition
Named Entity Recognition Pipeline

e Diseases and conditions (ICD-10 mapping)
e Medications and dosages (RxNorm integration)
e Laboratory values and units

e Anatomical locations and procedures

Relationship Extraction

e Drug-disease associations
e Treatment-outcome relationships
e Temporal sequences in clinical events

e Contraindication and interaction detection
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4.6 Evaluation Framework Design

4.6.1 Automated Evaluation Metrics
Question-Answering Performance

e Accuracy on multiple-choice questions
e BLEU and ROUGE scores for free-text responses
e Semantic similarity using BERTScore

e Factual consistency verification

Information Extraction Quality

e Precision, recall, and F1 for entity recognition
e Relation extraction accuracy
e Table and graph interpretation correctness

e Completeness of extracted information

4.6.2 Clinical Validation Protocol
Expert Evaluation Framework

e Panel of 5 board-certified physicians
e Structured evaluation forms for each case
e Inter-rater reliability assessment (Cohen’s kappa)

e Qualitative feedback collection

Clinical Appropriateness Criteria

1. Adherence to current clinical guidelines
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2. Patient safety considerations
3. Contraindication identification
4. Treatment personalization adequacy

5. Evidence quality assessment

4.7 Computational Infrastructure

4.7.1 Hardware Configuration

e GPU: 4x NVIDIA A100 40GB for model training
e CPU: AMD EPYC 7742 64-Core Processor
e RAM: 512GB DDR4

e Storage: 10TB NVMe SSD for dataset storage

4.7.2 Software Environment

e Operating System: Ubuntu 20.04 LTS

Deep Learning Framework: PyTorch 2.0

Transformers Library: Hugging Face 4.35

CUDA Version: 11.8

Python Version: 3.9

4.8 Experimental Protocols

4.8.1 Training Protocol

1. Baseline model evaluation on all benchmarks
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2. Progressive fine-tuning with increasing data

3. Hyperparameter optimization using Optuna

4. Checkpoint selection based on validation performance

5. Final evaluation on held-out test sets

4.8.2 Models Tested

The experimental evaluation encompassed a comprehensive set of models, divided into

benchmark models and in-house developed variants:

Benchmark Models

1. Medalpaca-7b

2. Meditron-7b

3. Meditron-7b-EPFL-SFT

4. Llama2-7b

5. Llama3.1-8b

6. Llamad3.1-8b-Instruct

7. Llamad3.1-70b-Instruct

8. GPTH4

In-house Models

1. Meditron-7b-Lora-MCQ

2. Meditron-7b-Lora-LongAns
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4.8.3 Two-Stage Precision Treatment Pathway Framework
Stage 1: Accurate Diagnosis

The first stage focuses on accurate diagnosis based on symptoms and medical test results.

Key challenges identified include:

e Diagnostic Precision: Determining the achievable accuracy limits for Al-based

diagnosis
e Adversarial Cases: Handling edge cases and ambiguous presentations

e Clinical Risk Management: Balancing the risks of misdiagnosis versus missed

diagnosis

e Disease Coverage: Identifying which ICD codes can be reliably diagnosed by Al

systems

Stage 2: Personalized Treatment Planning

The second stage generates personalized treatment plans based on:
e Patient medical history
e Individual risk factors and comorbidities
e Personal characteristics (age, genetics, lifestyle)

e Evidence-based treatment guidelines

4.8.4 Ablation Studies

e Impact of LoRA rank on performance
e Effect of quantization levels (4-bit vs 8-bit)
e RAG retrieval strategies comparison

e Multimodal fusion approaches analysis
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4.9 Multi-Agent System Design

4.9.1 Agent Specifications

The multi-agent diagnostic system was designed with specialized agents, each responsible

for specific aspects of medical data processing.

Initial Agent Design

Table [4.2] outlines the original agent specifications:

Table 4.2: Initial agent input/output specifications

Agent Input Features Output Features
Al Allergies, Attending Physician, Demographic Profiling, Symp-
Sex, Chief Complaint toms/Complaints, Analysis of

Symptoms, Behavioral Patterns,
Instrument Measurements, Clini-
cal Inference, Other Relevant In-

formation

A2 Major Surgical/Invasive Proce- Personal & Family History of
dures, History of Present Illness, Illnesses, Possible Comorbidities,
Past Medical History, Social His- Other Relevant Information

tory, Family History

A3 Physical Exam, Pertinent Results List of abnormal test findings,
Test Name, Brief Description,
Typical Value, Observed Value,

Clinical Inference

Revised Agent Architecture

Based on initial performance analysis, the agent specifications were revised to address

identified weaknesses:
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Table 4.3: Revised agent specifications with enhanced output requirements

Agent

Input Features

Output Features

Al

Allergies, Attending Physician,
Sex, Chief Complaint, Social His-
tory, Family History, Past Medi-

cal History

Primary Symptoms and Present-
ing Concerns, Relevant Medical
& Psychiatric History, Psychoso-
cial & Environmental Risk Fac-
tors, Allergy & Medication Safety
Considerations, Urgency & Sever-

ity Assessment

A2

Major Surgical/Invasive Proce-
dures, History of Present Illness,
Past Medical History, Social His-

tory, Family History

Psychiatric History and Risk
Factors, Possible Comorbidities,
Functional Impairment and Cog-
nitive Status, Substance Use and

Medication Adherence, Urgency

& Severity Assessment

A3

Major Surgical/Invasive Proce-
dures, Physical Exam, Pertinent

Results

Abnormal Test & Clinical Find-
ings, Differential Diagnosis &
Risk Factors, Suggested Follow-

Up Tests & Specialist Referrals

Key improvements in the revised architecture:

e Added urgency and severity assessment to all agents

e Enhanced psychiatric risk factor identification

e Included medication safety considerations

e Improved structure for differential diagnosis support
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4.9.2 Agent Training and Fine-tuning

Each agent was fine-tuned using Deepseek r1-8b models with the following approach:
1. Base model initialization with medical domain knowledge

2. Fine-tuning on agent-specific tasks using curated datasets
3. Validation against GPT-4, Deepseek-70b, and OpenBioLLM-70b outputs

4. Tterative refinement based on performance metrics

4.10 Summary

This chapter detailed the comprehensive experimental framework developed for evalu-
ating Al-powered personalized treatment pathways. The modular architecture enables
systematic comparison of different biomedical language models while the RAG infras-
tructure provides dynamic knowledge integration capabilities. The multi-agent system
design addresses the challenge of complex medical reasoning through specialized com-
ponents, and the clinical validation protocol ensures practical relevance of the system
outputs. The following chapter presents the results obtained from these experimental

implementations.
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Results and Performance Evaluation

5.1 Benchmark Performance Analysis

5.1.1 Overall Model Comparison

Table presents the comprehensive performance comparison of all evaluated models

across the standard medical benchmarks.

Table 5.1: Overall performance comparison across medical benchmarks (% accuracy)

Model MedQA PubMedQA MedMCQA MMLU-Med Avg
MEDITRON-70B 58.2 81.6 65.4 72.3 69.4
MEDITRON-70B (Fine-tuned) 64.7 86.3 71.2 78.9 75.3
MEDITRON-7B 41.3 43.8 48.2 52.7 46.5
MEDITRON-7B (Fine-tuned) 52.6 73.8 58.9 64.1 62.4
OpenBIOLLM-8B 67.2 82.4 73.8 79.5 75.7
LLaVA-Med 49.8 68.3 54.2 61.7 58.5
MedAlpaca-13B 45.2 62.7 50.3 57.8 54.0
GPT-4 (baseline) 78.3 82.0 76.4 85.2 80.5
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5.1.2 Fine-tuning Impact Analysis

Figure 7?7 illustrates the performance improvement achieved through domain-specific fine-
tuning using our LoRA approach.

Key observations from fine-tuning experiments:

e Average performance improvement: 15.9% for MEDITRON-7B

Most significant gains observed in PubMedQA: 30% improvement

Diminishing returns for larger models: 5.9% for MEDITRON-70B

Consistent improvements across all benchmark categories

5.2 RAG System Performance

5.2.1 Retrieval Quality Metrics

Table [5.2] summarizes the retrieval performance of our RAG implementation.

Table 5.2: RAG system retrieval performance metrics

Metric Top-1 Top-5 Top-10
Precision@k 0.743  0.612 0.524
Recall@k 0.148  0.612 0.834
MRR (Mean Reciprocal Rank) 0.782
NDCG@10 0.846

5.2.2 Impact on Question-Answering Performance
Incorporating RAG significantly enhanced model performance:
e MEDITRON-7B + RAG: 62.4% — 71.3% (8.9% improvement)

e MEDITRON-70B + RAG: 75.3% — 79.8% (4.5% improvement)

e Most effective for factual questions requiring specific citations
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e Reduced hallucination rate by 42% in clinical scenarios

5.3 Information Extraction Results

5.3.1 Multimodal Processing Performance
Table Extraction Accuracy

e Structure detection accuracy: 92.4%
e Cell content extraction F1l-score: 0.887
e Column header recognition: 94.2%

e Numerical value extraction precision: 96.8%

Graph Interpretation Results

e Axis label detection: 89.6% accuracy
e Data point extraction MAE: 2.3%
e Trend identification accuracy: 85.4%

e Caption generation BLEU-4: 0.412

5.3.2 Clinical Entity Recognition Performance

Table presents the named entity recognition results across different medical entity

types.
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Table 5.3: Clinical NER performance by entity type

Entity Type Precision Recall F1-Score

Disease/Condition 0.912 0.887 0.899

Medication 0.934 0.921 0.927
Dosage 0.956 0.943 0.949
Laboratory Test 0.878 0.856 0.867
Anatomical Site 0.901 0.882 0.891
Procedure 0.823 0.798 0.810
Overall 0.901 0.881 0.891

5.4 Clinical Case Study Results

5.4.1 Statin-Intolerant Patient Analysis

The models’ responses to the complex statin-intolerant patient case revealed significant

variations in clinical reasoning quality:

MEDITRON-70B Response Analysis

e Correctly identified statin intolerance pattern
e Suggested appropriate alternative therapies (PCSK9 inhibitors, ezetimibe)
e Failed to recommend systematic workup for secondary causes

e Accuracy score: 72% (expert evaluation)

OpenBIOLLM-8B Response Analysis

e Comprehensive differential diagnosis for muscle symptoms
e Recommended vitamin D and thyroid testing

e Provided evidence-based alternative treatment options
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e Accuracy score: 84% (expert evaluation)

LLaVA-Med Response Analysis

e Limited recognition of complex clinical scenario
e Basic recommendation for statin discontinuation
e Minimal consideration of alternatives

e Accuracy score: 48% (expert evaluation)

5.4.2 Treatment Recommendation Quality

Expert physician evaluation of treatment recommendations revealed:

Table 5.4: Clinical appropriateness scores by evaluation criteria (0-10 scale)

Model Safety Efficacy Personalization Evidence Overall
MEDITRON-70B 8.2 7.4 6.8 7.6 7.5
OpenBIOLLM-8B 8.8 8.2 7.9 8.4 8.3
LLaVA-Med 7.1 5.8 4.9 5.2 5.8
MedAlpaca-13B 6.9 6.2 5.4 6.0 6.1
Human Expert 9.5 9.2 9.0 9.3 9.3
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5.5 Computational Efficiency Analysis
5.5.1 Inference Performance Metrics

Table 5.5: Model inference performance characteristics

Model Params Memory (GB) Tokens/sec Latency (ms)
MEDITRON-70B 70B 140.2 12.4 80.6
MEDITRON-70B (8-bit) 70B 78.4 18.7 53.5
MEDITRON-7B B 13.8 87.3 11.5
MEDITRON-7B (8-bit) 7B 7.9 124.6 8.0
OpenBIOLLM-8B 8B 16.2 76.8 13.0
LLaVA-Med 13B 26.4 45.2 22.1

5.5.2 Resource Utilization Analysis

Quantization impact on performance-efficiency trade-off:
e 8-bit quantization reduced memory usage by 44% on average
e Performance degradation: 2-3% accuracy loss
e Inference speed improvement: 42-50%

e Optimal configuration: MEDITRON-7B with 8-bit quantization for resource-constrained

environments

5.6 Error Analysis

5.6.1 Common Failure Modes

Analysis of incorrect predictions revealed systematic patterns:
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Knowledge Gaps

e Rare disease recognition: 32% of errors
e Recent treatment guidelines: 24% of errors
e Complex drug interactions: 18% of errors

e Pediatric/geriatric considerations: 15% of errors

Reasoning Failures

e Multi-step clinical reasoning: 28% error rate
e Contraindication identification: 19% miss rate
e Temporal sequence understanding: 22% error rate

e Severity assessment: 16% misclassification rate

5.6.2 Subjective Answer Analysis

Figure |5.1] presents detailed failure case analysis for subjective medical questions, reveal-

ing interesting patterns in model behavior versus human judgment.

[Failure Case Analysis for Subjective Answers Figure]

Figure 5.1: Failure case analysis showing discrepancies between GPT-4 and human eval-

uations on subjective medical questions

Key findings from the subjective answer analysis:

e GPT-4 demonstrated stricter diagnostic criteria than human evaluators
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e Models sometimes missed obvious correct diagnoses while being overly specific

e Examples included cases of delusional parasitosis and autoimmune encephalitis

where model and human judgments diverged

5.6.3 ICD Class Performance Analysis

Figure shows the ratio of correct diagnoses by ICD class and accuracy variation by

patient age group.

[ICD Class Accuracy and Age-based Performance Figure]

Figure 5.2: Performance analysis by ICD class and patient age groups (U-Unknown, Y-
Younger than 30, O-Older than 30)

Notable patterns in ICD class performance:

Neuroendocrine disorders showed highest accuracy (;50%)

Mental disorders and mood disorders achieved moderate performance (30-40%)

Anxiety-related disorders showed lowest accuracy (j20%)

Age-based analysis revealed slight performance degradation for older patients
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5.6.4 Evaluation Metric Analysis
Finding the Right Metric

The challenge of evaluating medical Al responses extends beyond simple binary correct-

ness:

Simple yes/no answers are insufficient for clinical complexity

Quantitative assessment of ”partially correct” diagnoses is crucial

Granular similarity measures are needed to capture diagnostic nuance

Traditional NLP metrics (BLEU, ROUGE) prove unreliable for medical evaluation

Metric Comparison

Figure [5.3] illustrates the BioBERT F1 score distribution compared to human evaluation.

[BioBERT F1 Score vs Human Evaluation Figure]

Figure 5.3: BioBERT F1 scores showing agreement (blue) and disagreement (red) with

human evaluation

Performance of Different Evaluation Metrics

Comparative analysis of evaluation metrics against human judgment:

e Frugal Score: 65% agreement with human eval (79% with GPT-4 eval)
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e BERTScore (F1): 71% agreement with human eval (69% with GPT-4 eval)
e GPT-4 Evaluation: 76% agreement with human eval (100% self-agreement)

e BioBERT v2 (F1): 82% agreement with human eval (77% with GPT-4 eval)

BioBERT v2 emerged as the most reliable automated metric for medical text evalua-

tion, showing highest correlation with human judgment.

5.6.5 Hallucination Analysis

Detailed examination of model-generated content revealed:

e Factual hallucination rate: 8.3% without RAG, 4.8% with RAG
e Most common: invented drug names or dosages
e Confidence calibration issues in 23% of responses

e Higher hallucination rates in free-text generation vs. multiple choice

5.7 Ablation Study Results

5.7.1 LoRA Rank Impact

Table 5.6: Performance variation with LoRA rank (MEDITRON-7B)

LoRA Rank Params MedQA PubMedQA Training Time

r=4 0.8M 48.2% 68.4% 4.2h
r==8 1.6M 50.8% 71.2% 5.8h
r=16 3.2M 52.6% 73.8% 8.4h
r=32 6.4M 52.9% 74.1% 14.6h
r=64 12.8M 53.1% 74.3% 27.2h

5.7.2 RAG Component Analysis

Impact of individual RAG components:
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Dense retrieval only: +5.2% accuracy improvement

Hybrid retrieval (dense + sparse): +7.8% accuracy improvement

With re-ranking: +8.9% accuracy improvement

Optimal k value: 5 documents (diminishing returns beyond)

5.8 Multi-Agent System Performance

5.8.1 Agent Architecture Evaluation

The multi-agent system was evaluated through comprehensive experiments comparing
different configurations and agent designs.

Confidence Score Threshold Analysis

Figure shows the performance of a single diagnosis model across different confidence

thresholds.

[Single Diagnosis Model Performance vs Confidence Threshold]

Figure 5.4: Precision, Recall, and F1 Score for single diagnosis model with varying con-

fidence thresholds

Key observations:
e Peak F1 score of 0.475 achieved at threshold k=7.5
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e Precision increases monotonically with threshold
e Recall decreases as threshold increases

e Optimal balance between precision and recall at k=7.5-8.0

Multi-Agent Configuration Comparison

Table summarizes the peak F1 scores for different multi-agent configurations.

Table 5.7: Performance comparison of multi-agent system configurations

Experiment Configuration Peak F1-Score (k;8.5)
Single diagnosis model 0.475
Diagnosis Model + Agents (With Case Info) 0.455
Diagnosis Model + Agents (Without Case Info) 0.240
Diagnosis Model + Revised Agents (With Case Info) 0.490
Diagnosis Model + Revised Agents (Without Case Info) 0.460
Diagnosis Model + Revised Agents (With Case Info 4+ ICD List) 0.420
Diagnosis Model + Revised Agents (With Case Info + 3-Letter Eval) 0.325

The revised agent architecture with case information achieved the best performance

(F1=0.490), representing a 3.2% improvement over the single model baseline.

Agent-Specific Analysis

Detailed evaluation of individual agents revealed specific strengths and weaknesses:

Agent Al (Symptom Analysis):
e Average rating: 3.5/5 across test cases
e Strengths: Well-structured output, captures core concerns

e Weaknesses: Introduces inaccurate assumptions, overlooks critical risks (e.g., sui-

cide ideation)
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e Ethical concerns identified in 2/5 test cases
Agent A2 (Medical History):

e Average rating: 6.75/10 across 10 test cases

Strengths: Captures psychiatric and family history effectively

Weaknesses: Frequently omits safety concerns and medication details

Critical miss rate: 40% for suicide risk identification

Agent A3 (Clinical Results):

Correctly identifies abnormal lab values in 75% of cases

False positive rate: 30% (flags normal values as abnormal)

Misses psychiatric symptoms in 60% of relevant cases

Incorrect clinical interpretations in 25% of cases

5.8.2 Revised Agent Architecture Performance

Following initial evaluation, agents were revised with enhanced input/output specifica-

tions:

[Revised Agent Architecture Performance Comparison]

Figure 5.5: Performance comparison showing improvement with revised agent specifica-

tions
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The revised architecture demonstrated:

e Improved F1 score from 0.455 to 0.490 with case information
e Better handling of urgency and severity assessment

e Enhanced psychiatric risk factor identification

e More comprehensive output structure

5.8.3 Reasoning-Based Diagnostic Approach

Parallel experiments using Deepseek models with reasoning prompts showed promising

results:
Table 5.8: Performance comparison of reasoning-based approaches
Model Configuration Precision Recall
Deepseek 70b (baseline) 45% 15%
Deepseek 70b with answer 97% 88%
Llama Fine-tuned on answer only 40% 39%
Llama Fine-tuned on Deepseek reasoning + answer 40% 39%

The dramatic improvement with answer inclusion (97% precision) suggests that reasoning-

based approaches with proper supervision can achieve near-human performance.

5.9 Summary of Key Findings
The experimental results demonstrate:

1. Fine-tuning with domain-specific data yields substantial performance improvements,

particularly for smaller models

2. RAG integration effectively reduces hallucination and improves factual accuracy
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3. OpenBIOLLM-8B achieves performance comparable to much larger models through

efficient training
4. Multimodal information extraction shows high accuracy for structured data

5. Clinical validation reveals significant gaps between Al and human expert perfor-

mance
6. Quantization provides an effective trade-off between efficiency and accuracy

7. Model size correlates with performance, but diminishing returns observed beyond

70B parameters

These findings inform the discussion of practical implications and future directions

presented in the following chapter.
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Chapter 6

Discussion and Analysis

6.1 Interpretation of Results

6.1.1 Performance Analysis in Clinical Context

The experimental results reveal a complex landscape of Al capabilities in biomedical
applications. While benchmark performance metrics demonstrate substantial progress,
with models like OpenBIOLLM-8B achieving 75.7% average accuracy, the gap between
AT and human expert performance (9.3 vs 8.3 clinical appropriateness score) remains

significant in real-world clinical scenarios.

Benchmark Performance vs. Clinical Utility

The disparity between high benchmark scores and moderate clinical evaluation ratings
highlights a critical challenge in medical AI development. Models excelling at standard-
ized tests may struggle with nuanced clinical reasoning. For instance, MEDITRON-70B’s
81.6% accuracy on PubMedQA contrasts with its 72% expert evaluation score on the
statin-intolerant patient case, suggesting that current benchmarks inadequately capture

clinical complexity.
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The Role of Model Architecture

Our findings indicate that model architecture significantly impacts clinical reasoning ca-
pabilities. Vision-language models like LLaVA-Med, despite multimodal capabilities,
demonstrated limited performance in complex clinical scenarios (5.8 overall clinical score).
This suggests that multimodal integration alone is insufficient without robust medical

reasoning foundations.

6.1.2 Fine-tuning Efficacy and Limitations

The substantial improvements from fine-tuning (30% gain for MEDITRON-7B on Pub-
MedQA) validate the importance of domain-specific adaptation. However, several limi-

tations emerged:

e Diminishing Returns: Larger models showed proportionally smaller gains from

fine-tuning

e Catastrophic Forgetting: Some models exhibited degraded performance on gen-

eral medical knowledge after specialized fine-tuning

e Data Quality Dependency: Fine-tuning effectiveness correlated strongly with

training data quality and diversity

6.2 Clinical Implications

6.2.1 Integration into Clinical Workflow

The current generation of biomedical AT models shows promise for specific clinical support
tasks:

Appropriate Use Cases

1. Literature Review Assistance: RAG-enhanced models effectively retrieve and

synthesize relevant research
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2. Initial Differential Diagnosis: Models provide comprehensive lists of diagnostic

possibilities

3. Guideline Compliance Checking: Automated verification of treatment plans

against current guidelines

4. Educational Support: Training tool for medical students and residents

Inappropriate Applications

1. Autonomous Treatment Decisions: Current models lack the nuanced reasoning

for independent clinical decisions

2. Emergency Medicine: Latency and reliability concerns preclude real-time critical

care applications

3. Rare Disease Diagnosis: Limited training data results in poor performance on

uncommon conditions

6.2.2 Patient Safety Considerations

Our error analysis reveals critical safety implications:

e Hallucination Risk: 4.8% factual error rate even with RAG poses unacceptable

risks for direct patient care

e Contraindication Blind Spots: 19% miss rate for contraindications requires

human oversight

e Confidence Calibration: Models often express inappropriate certainty in uncer-

tain scenarios
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6.3 Technical Insights

6.3.1 RAG System Effectiveness

The integration of Retrieval-Augmented Generation demonstrated clear benefits:

Strengths
e 42% reduction in hallucination rates
e Improved citation accuracy and evidence-based responses
e Dynamic knowledge updating without retraining

e Enhanced performance on fact-intensive queries

Limitations
e Retrieval quality dependency on document corpus
e Increased latency (average 53.5ms vs 11.5ms baseline)
e Context window constraints limiting document integration

e Potential for retrieving outdated or contradictory information

6.3.2 Multimodal Processing Challenges

While TabTransformers and DePlot achieved high accuracy for structured data extrac-

tion, several challenges persist:

1. Complex Layout Handling: Medical documents often contain nested tables and

subfigures

2. Semantic Understanding: Extracting meaning beyond surface-level data re-

mains difficult

3. Integration Complexity: Combining insights from text, tables, and figures re-

quires sophisticated reasoning
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6.4 Comparison with Existing Approaches

6.4.1 Advantages Over Traditional Methods

Our Al-powered approach offers several benefits compared to conventional clinical deci-

sion support systems:

e Scalability: Processes vast literature volumes impossible for manual review
e Adaptability: Continuous learning through fine-tuning and RAG updates
e Comprehensiveness: Considers broader evidence base than rule-based systems

e Personalization: Tailors recommendations to specific patient profiles

6.4.2 Persistent Advantages of Human Expertise

Despite Al advances, human clinicians maintain crucial advantages:

Contextual Understanding: Interpreting subtle clinical cues and patient pref-

erences

Ethical Reasoning: Navigating complex moral and social considerations

Adaptive Problem-Solving: Handling unprecedented or unusual cases

Empathetic Communication: Providing emotional support and building trust

6.5 Ethical Considerations

6.5.1 Bias and Fairness

Analysis of model outputs revealed concerning bias patterns:
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Demographic Biases

e Underrepresentation of minority populations in training data
e Gender bias in treatment recommendations for certain conditions

e Socioeconomic assumptions in lifestyle modification suggestions

Geographic and Cultural Biases

e Western-centric medical practices dominate recommendations
e Limited consideration of resource-constrained settings

e Insufficient adaptation to local disease prevalence patterns

6.5.2 Transparency and Explainability

The black-box nature of large language models poses challenges for clinical adoption:
e Decision Rationale: Difficulty explaining specific recommendations
e Audit Trail: Limited ability to trace reasoning paths

e Legal Accountability: Unclear liability distribution between Al and clinicians

6.6 Limitations of Current Study
6.6.1 Methodological Constraints
Several limitations affect the generalizability of our findings:

1. Limited Clinical Cases: Evaluation based on curated scenarios may not represent

full clinical complexity

2. Expert Panel Size: Five physicians may not capture full diversity of clinical

opinions
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3. Temporal Limitations: Rapid evolution of medical knowledge challenges static

evaluation
4. Language Constraints: Focus on English-language literature excludes global re-

search

6.6.2 Technical Limitations

e Computational Requirements: Large models remain resource-intensive for widespread

deployment
e Integration Challenges: Interfacing with existing healthcare IT infrastructure
¢ Real-time Performance: Latency issues for interactive clinical use

e Data Privacy: Challenges in training on sensitive patient data

6.7 Future Research Directions

6.7.1 Short-term Improvements

Immediate opportunities for advancement include:

1. Enhanced Fine-tuning Strategies: Investigating curriculum learning and multi-

task approaches

2. Improved RAG Architectures: Developing medical-specific retrieval mecha-

nisms
3. Bias Mitigation: Implementing fairness-aware training procedures

4. Explainability Tools: Creating interpretation frameworks for clinical Al

6.7.2 Long-term Vision

Future development should focus on:
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Multimodal Reasoning: True integration of text, images, and structured data

Continuous Learning: Systems that update with new medical knowledge

Collaborative AI: Models designed for human-AI partnership

Personalized Medicine: Patient-specific model adaptation

6.8 Practical Recommendations

6.8.1 For Healthcare Institutions

1. Start with low-risk applications (literature review, education)
2. Implement robust validation protocols before clinical deployment
3. Ensure human oversight for all Al-generated recommendations

4. Invest in clinician training for Al collaboration

6.8.2 For AI Developers

1. Prioritize clinical validity over benchmark performance
2. Engage healthcare professionals throughout development
3. Focus on explainability and transparency

4. Consider deployment constraints in model design

6.8.3 For Policymakers

1. Develop regulatory frameworks for medical Al
2. Establish standards for clinical Al evaluation
3. Address liability and accountability issues

4. Promote equitable access to Al healthcare tools
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6.9 Concluding Thoughts

The results of this study demonstrate both the promise and limitations of current Al
systems for personalized medicine. While significant progress has been made in bench-
mark performance and technical capabilities, the gap between AI and human clinical
expertise remains substantial. The path forward requires continued technical innovation
coupled with thoughtful integration strategies that leverage Al strengths while respecting
its limitations.

The success of Al in healthcare will ultimately depend not on replacing human clin-
icians but on creating effective human-Al partnerships that enhance clinical decision-
making while maintaining the empathy, wisdom, and ethical judgment that define quality

medical care.
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Chapter 7

Conclusion and Future Work

7.1 Summary of Contributions

This thesis presented a comprehensive investigation into Al-powered personalized treat-
ment pathways through comparative analysis of biomedical vision-language models. The
research makes several significant contributions to the field of medical artificial intelli-

gence:

7.1.1 Primary Contributions

1. Comprehensive Model Evaluation Framework: We developed and imple-
mented a rigorous evaluation methodology comparing state-of-the-art biomedical
language models across multiple dimensions, including benchmark performance,

clinical validity, and computational efficiency.

2. Multimodal Information Extraction Pipeline: A novel framework integrat-
ing TabTransformers and DePlot for extracting structured information from het-
erogeneous biomedical literature, achieving over 89% accuracy across different data

modalities.

3. RAG-Enhanced Clinical Decision Support: Implementation of a Retrieval-

Augmented Generation system specifically optimized for medical applications, demon-

63



CHAPTER 7. CONCLUSION AND FUTURE WORK Aryan Dua (2020CS50475)

strating 42% reduction in hallucination rates and significant improvements in evidence-

based recommendations.

4. Clinical Validation Protocol: Establishment of a structured methodology for
evaluating Al systems in realistic clinical scenarios, revealing critical gaps between

benchmark performance and practical utility.

5. Efficiency Optimization Techniques: Successful application of LoRA and quan-
tization methods, reducing computational requirements by 44% while maintaining

competitive performance levels.

7.1.2 Secondary Contributions

e Creation of an enhanced PubMedQA dataset with 200,000 annotated examples
e Detailed error analysis revealing systematic failure modes in medical Al systems
e Practical guidelines for healthcare institutions considering AI adoption

e Identification of ethical challenges and bias patterns in medical language models

7.2 Key Findings and Insights

7.2.1 Technical Findings

The experimental results yielded several important insights:

1. Model Size and Performance: While larger models generally performed bet-
ter, the relationship was non-linear, with OpenBIOLLM-8B achieving comparable

results to 70B parameter models through efficient training.

2. Fine-tuning Effectiveness: Domain-specific fine-tuning proved crucial, improv-
ing performance by up to 30% on medical benchmarks, though with diminishing

returns for larger models.
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3. Multimodal Integration Challenges: Despite theoretical advantages, vision-
language models like LLaVA-Med underperformed on complex clinical reasoning
tasks, suggesting current architectures inadequately integrate multimodal informa-

tion.

4. RAG Benefits and Limitations: Retrieval augmentation significantly improved

factual accuracy but introduced latency concerns and dependency on corpus quality.

7.2.2 Clinical Insights

1. Performance Gap: A persistent gap exists between AI benchmark performance
and clinical utility, with human experts outscoring the best Al systems by approx-

imately 12% in real-world scenarios.

2. Safety Considerations: Current models exhibit unacceptable error rates for au-
tonomous clinical decision-making, particularly in contraindication identification

and rare disease recognition.

3. Appropriate Use Cases: Al systems show greatest promise in literature synthe-
sis, guideline compliance checking, and educational applications rather than direct

patient care.

7.3 Implications for Healthcare

7.3.1 Near-term Impact

The findings suggest several immediate applications for healthcare:
e Clinical Research Support: Al-powered literature review and evidence synthesis
e Medical Education: Interactive learning tools for students and residents
e Quality Assurance: Automated checking of treatment plans against guidelines

¢ Administrative Efficiency: Streamlining documentation and coding processes
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7.3.2 Long-term Transformation

As technology advances, we anticipate:
e Evolution from decision support to collaborative reasoning partners
e Integration of real-time patient data for dynamic recommendations
e Personalized models adapted to individual patient characteristics

e Global democratization of expert medical knowledge

7.4 Limitations and Challenges

7.4.1 Technical Limitations

Despite significant progress, several technical challenges remain:

1. Computational Requirements: Large models require substantial resources, lim-

iting deployment in resource-constrained settings

2. Data Quality and Availability: Limited access to diverse, high-quality medical

datasets

3. Integration Complexity: Difficulties interfacing with existing healthcare I'T sys-

tems

4. Explainability Gap: Inability to provide clear rationales for recommendations

7.4.2 Ethical and Social Challenges

1. Bias Perpetuation: Models reflect and potentially amplify biases in training data
2. Liability Questions: Unclear legal framework for Al-assisted medical decisions
3. Trust and Adoption: Resistance from healthcare professionals and patients

4. Equity Concerns: Risk of widening healthcare disparities

66



CHAPTER 7. CONCLUSION AND FUTURE WORK Aryan Dua (2020CS50475)

7.5 Future Research Directions

7.5.1 Immediate Research Opportunities

Several promising avenues for immediate investigation:

1. Advanced Fine-tuning Strategies

e Curriculum learning approaches for medical knowledge
e Multi-task learning across medical specialties
e Few-shot adaptation for rare diseases

e Generator-Verifier setups for improved USMLE QA performance
2. Enhanced Multimodal Integration

e Unified architectures for text, image, and structured data
e Cross-modal attention mechanisms

e Medical image understanding beyond basic classification
3. Improved RAG Systems

e Medical-specific retrieval algorithms
e Dynamic corpus updating mechanisms
e Contradiction resolution in retrieved information

e Integration with complete PubMed dataset for comprehensive coverage
4. Explainability and Interpretability

e (Causal reasoning frameworks for medical Al
e Natural language explanation generation

e Uncertainty quantification methods

5. Multi-Agent Systems
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e Specialized small-sized agents for different medical tasks
e Collaborative problem-solving across agent specializations

e Efficient orchestration of multiple models

7.5.2 Near-term Development Goals

Based on our experimental findings, the following concrete steps are planned:

1. Open-Source Model Development: Identify and develop small-sized specialized

models that provide reliable outputs for specific medical domains

2. Multi-Agent Architecture: Implement systems where different agents handle

distinct aspects of medical problems, improving overall system reliability

3. Advanced RAG Solutions: Leverage the downloaded complete PubMed dataset

containing information about virtually every discovered illness

4. Metric Model Development: Create specialized evaluation models trained on

doctor-annotated similarity scores for more accurate assessment

5. Synthetic Data Generation: Utilize simulated patient-doctor conversations for

fine-tuning, with auto-evaluation as proxy for true labels

7.5.3 Multi-Agent System Architecture

Our proposed multi-agent framework represents a significant advancement in medical
AT system design. The architecture leverages specialized agents working in concert to
provide robust diagnostic capabilities.

Core Agent Architecture

The system comprises four primary agents with specialized roles:

1. Agent A1l - Symptom Analysis Agent

e Processes patient demographics, symptoms, and chief complaints
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e Extracts behavioral patterns and clinical measurements
e Generates structured summary (SS1) with symptom analysis

e Models used: Deepseek r1-8b
2. Agent A2 - Medical History Agent

e Analyzes past procedures, medical history, and family history
e Identifies possible comorbidities and risk factors
e Produces structured summary (SS2) of historical medical data

e Models used: Deepseek r1-8b
3. Agent A3 - Clinical Results Agent

e Interprets physical exam findings and laboratory results
e Identifies abnormal test values and clinical significance
e Creates structured summary (SS3) with test interpretations

e Models used: Deepseek r1-8b
4. Agent A4 - Diagnostic Integration Agent

e Receives SS1, SS2, SS3, and original case information
e Generates top-k differential diagnoses with confidence scores
e Filters diagnoses above threshold (s/10) for final output

e Fine-tuned against intelligent model baselines (GPT-4, Deepseek-70b, OpenBioLLM-
70b)

Advanced Diagnostic Reasoning Mechanism

Building on the core architecture, we developed an enhanced reasoning system:
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[Multi-Agent Medical AT Architecture Figure]

Figure 7.1: Proposed multi-agent architecture with specialized components for retrieval,

diagnosis, treatment, and verification

The advanced mechanism implements:

1. Differential Diagnosis Generation: Model produces five potential diagnoses

2. Evidence-Based Reasoning: For each diagnosis, provides:

e Supporting evidence from patient data

e Counterarguments against the diagnosis

3. Weighted Evaluation: Final agent compiles findings and assigns weights

4. Critical Analysis: Ensures well-reasoned diagnostic outcomes through structured

argumentation

This architecture addresses key limitations identified in our experiments:

Reduces single-point failure risks through specialized agents

Enables iterative refinement through verification loops

Allows for targeted optimization of individual components

Provides interpretable decision pathways through agent interactions
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7.5.4 Long-term Research Vision
Towards Artificial Medical Intelligence

Future systems should move beyond pattern matching to genuine medical reasoning:
e Causal understanding of disease mechanisms
e Temporal reasoning for disease progression
e Counterfactual analysis for treatment planning

e Integration of molecular, clinical, and population-level data

Personalized Medicine at Scale

e Patient-specific model adaptation
e Integration of genomic and phenotypic data
e Continuous learning from patient outcomes

e Culturally-aware medical recommendations

Human-ATI Collaboration Frameworks

e Complementary reasoning systems
e Adaptive automation based on confidence
e Shared decision-making protocols

e Trust calibration mechanisms

7.6 Recommendations

7.6.1 For the Research Community

1. Develop more clinically relevant benchmarks beyond multiple-choice questions
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2. Prioritize research on model explainability and uncertainty quantification
3. Foster interdisciplinary collaboration between Al researchers and clinicians

4. Share datasets and models to accelerate progress while protecting privacy

7.6.2 For Healthcare Organizations
1. Begin with pilot programs in low-risk applications
2. Invest in infrastructure and training for Al integration
3. Establish clear governance frameworks for Al use

4. Monitor and evaluate Al system performance continuously

7.6.3 For Policymakers

1. Develop adaptive regulatory frameworks that encourage innovation while ensuring

safety
2. Address liability and malpractice considerations for Al-assisted care
3. Promote standards for Al transparency and accountability

4. Ensure equitable access to Al-enhanced healthcare

7.7 Final Remarks

The journey toward Al-powered personalized medicine is both promising and challeng-
ing. This thesis demonstrates that while current biomedical Al systems show remarkable
capabilities in processing and synthesizing medical information, they remain tools rather
than replacements for human clinical judgment. The most successful path forward in-
volves thoughtful integration of Al capabilities with human expertise, creating synergistic

systems that enhance rather than replace clinical decision-making.
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The comparative analysis of models like MEDITRON, OpenBIOLLM, and LLaVA-
Med reveals that no single approach dominates across all clinical tasks. Instead, the
future likely involves ensemble systems that leverage the strengths of different architec-
tures while mitigating individual weaknesses. The integration of retrieval-augmented
generation and multimodal processing represents important steps toward more capable
and reliable medical Al systems.

As we advance this technology, we must remain mindful of our ultimate goal: im-
proving patient outcomes while maintaining the human elements of compassion, ethics,
and individualized care that define quality medicine. The work presented in this thesis
contributes to this vision by providing both technical innovations and critical analysis of
current limitations.

The road ahead requires continued collaboration between technologists, clinicians,
ethicists, and policymakers. Only through such interdisciplinary efforts can we realize the
full potential of Al in healthcare while avoiding the pitfalls of premature or inappropriate
deployment. The future of medicine will be neither purely human nor purely artificial,
but rather a carefully orchestrated collaboration that combines the best of both worlds

for the benefit of patients everywhere.

7.8 Closing Statement

This thesis represents a snapshot of a rapidly evolving field. While the specific models and
techniques evaluated here will inevitably be superseded by future innovations, the fun-
damental questions addressed—how to effectively leverage Al for personalized medicine,
how to ensure safety and reliability, and how to maintain human values in an increasingly
automated world—will remain central to the development of medical Al systems.

The author hopes that this work contributes not only to the technical advancement of
the field but also to the thoughtful and ethical integration of Al into healthcare practice.
The ultimate measure of success will not be benchmark scores or computational efficiency,

but rather the improved health and well-being of patients whose care is enhanced by these
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technologies.
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Appendix A

Detailed Model Architectures

A.1 MEDITRON Architecture Details

A.1.1 Model Configuration

[Placeholder: Add detailed MEDITRON architecture diagrams and configuration param-

eters]

A.1.2 Training Hyperparameters

purple!40!black#purple!40!black purple!40!blackMEDITRONpurple!40!/black-70
purple!40!blackBpurple!40!/black purple!/40!/blackTratningpurple!/40!black
purple!40!blackConfiguration

bluemodel_config = {

orange orange"orangehidden_sizeorange": 8192,

orange orange"orangenum_hidden_layersorange": 80,

orange orange'"orangenum_attention_headsorange": 64,

orange orange'"orangeintermediate_sizeorange": 28672,

orange orange'"orangevocab_sizeorange": 32000,

orange orange'"orangemax_position_embeddingsorange": 4096,
orange orange"orangehidden_dropout_proborange": 0.0,

orange orange'"orangeattention_probs_dropout_proborange": 0.0,
3
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bluetraining_config = {

orange orange'"orangebatch_sizeorange": 1024,

orange orange'"orangelearning_rateorange": 1bluee-4,

orange orange'"orangewarmup_stepsorange": 2000,

orange orange'"orangetotal_stepsorange": 150000,

orange orange"orangegradient_accumulation_stepsorange": 16,

orange orange'"orangemixed_precisionorange": orange'"orangebflGorange",
X

A.2 LLaVA-Med Architecture

[Placeholder: Add LLaVA-Med architecture details, vision encoder specifications, and

multimodal fusion approach]

A.3 MedAlpaca Configuration

[Placeholder: Add MedAlpaca model specifications and training details]
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Appendix B

Dataset Specifications

B.1 Enhanced PubMedQA Dataset

B.1.1 Data Collection Process

[Placeholder: Describe the process of collecting and annotating 200,000 examples]

B.1.2 Quality Assurance Metrics

[Placeholder: Add inter-annotator agreement scores and validation procedures|

B.1.3 Dataset Statistics

Table B.1: Enhanced PubMedQA dataset statistics

Characteristic Value
Total Questions 200,000
Train Set 160,000
Validation Set 20,000
Test Set 20,000

Average Question Length 23.4 words
Average Context Length 312.7 words

Medical Specialties Covered 42
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B.2 Clinical Case Repository

[Placeholder: Add details about the 5,000 clinical cases, anonymization procedures, and

validation process]
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Appendix C

Experimental Protocols

C.1 Evaluation Rubrics

C.1.1

Clinical Appropriateness Scoring Guide

Table C.1: Clinical evaluation criteria and scoring rubric

Criterion

Description

Safety (0-10)

Efficacy (0-10)

Personalization
(0-10)

Evidence Qual-
ity (0-10)
Overall (0-10)

Absence of harmful recommendations, contraindication
identification, appropriate caution levels
Evidence-based recommendations, expected treatment
outcomes, alignment with best practices

Adaptation to patient specifics, consideration of comor-
bidities, lifestyle factors

Citation accuracy, recency of references, strength of sup-
porting evidence

Holistic assessment of clinical utility and appropriate-

ness
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C.2 Expert Evaluation Forms

[Placeholder: Include the complete evaluation forms used by clinical experts]

C.3 Statistical Analysis Methods

[Placeholder: Detailed description of statistical tests, significance thresholds, and analysis

procedures|
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Additional Results

D.1 Extended Benchmark Results

D.1.1 Detailed Error Analysis

[Placeholder: Add confusion matrices and detailed error categorization]

D.1.2 Subgroup Performance Analysis

[Placeholder: Performance breakdown by medical specialty, question type, and complex-

ity]

D.2 Computational Resource Usage

D.2.1 Training Resource Consumption

Table D.1: Computational resources used for model training

Model GPU Hours Cost (USD) CO2 Emissions (kg)
MEDITRON-70B 8,320 $24,960 2,496
MEDITRON-7B 840 $2,520 252
Fine-tuning (LoRA) 168 $504 50

87



APPENDIX D. ADDITIONAL RESULTS Aryan Dua (2020CS50475)

D.3 Ablation Study Details

[Placeholder: Extended ablation results not included in main text]
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Implementation Detalils

E.1 Code Repository Structure

bluemedical -blueai-bluethesis/

| - bluesrc/

| |- bluemodels/

| | |- bluemeditron.bluepy

| | |- bluellava_med.bluepy

| | ‘- bluemedalpaca.bluepy

| |- bluedata/

| | |- bluepreprocessing.bluepy
| | |- blueaugmentation.bluepy

| | ‘- blueloaders.bluepy

| |- bluetraining/

| | |- bluefine_tuning.bluepy

| | |- bluelora_trainer.bluepy

| | ‘- bluedistributed.bluepy

| |- blueevaluation/

| | |- bluebenchmarks.bluepy

| | |- blueclinical_eval.bluepy
| | ‘- bluemetrics.bluepy

| ‘- bluerag/

| |- blueretriever .bluepy

| | - blueindexer .bluepy
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| ‘- bluereranker .bluepy

| - blueconfigs/

| |- bluemodel_configs.blueyaml

| |- bluetraining_configs.blueyaml
| ‘- blueeval_configs.blueyaml

| - bluescripts/

| |- bluetrain.bluesh

| |- blueevaluate.bluesh

| ‘- bluedeploy.bluesh

‘- bluerequirements.bluetxt

E.2 Key Implementation Functions

E.2.1 LoRA Implementation

green!40!blackdef blueapply_lora(bluemodel, bluerank=16, bluealpha=32,
bluetarget_modules=blueNone) :
purple!/40!/black purple!40!'black"""
purple!40!/black purple!40!blackApplypurple!{0!/black purple!40!blackLoRA
purple!40!/black purple!40!blackadaptationpurple!{0/black
purple!40!blacktopurple!40!/black purple!40!blackspectified
purple!40!/black purple!40!/blackmodelpurple!40/black

purple!40!/blackmodulespurple!40!black.

purple!/40!/black purple!40!'blackArgspurple!40!/black:

purple!40!/black purple!40!blackmodelpurple!{0!black:purple!/40!/black
purple!40!blackBasepurple!40!black purple!40!/blacktransformer
purple!40!black purple!40!/blackmodel

purple!40!black purple!40!blackrankpurple!40!/black:purple!40!black
purple!40!blackLoRApurple!40!black purple!{0!/blackrank
purple!40!/black purple!40!/blackforpurple!/40!black
purple!40!/blackdecomposition

purple!/40!/black purple!40!/blackalphapurple!40!/black:purple!40!/black

purple!40!blackLoRApurple!40!black purple!40!blackscaling
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purple!40!black purple!40!blackparameter

purple!40!/black purple!40!/blacktarget_modulespurple!40/black:
purple!40!black purple!40!/blackListpurple!/40!/black
purple!40!/blacko fpurple!40!black purple!/40!blackmodule
purple!40!black purple!40!blacknamespurple!/40!/black

purple!40!blacktopurple!{0!/black purple!40!blackadapt

purple!40!/black purple!40!blackReturnspurple!40!/black:
purple!40!black purple!40!blackLoRApurple!{0!/black-
purple!40!blackadaptedpurple!40!black purple!40!/blackmodel
purple!/40!/black purple!/40!/black"""
green!40!blackif bluetarget_modules green!40!blackis blueNone:
bluetarget_modules = [orange"orangeq_projorange", orange"
orangev_projorange'", orange'orangek_projorange", orange"

orangeo_pro jorange"]

bluelora_config = blueLoraConfig/(
bluer=bluerank,
bluelora_alpha=bluealpha,
bluetarget_modules=bluetarget_modules,
bluelora_dropout=0.1,
bluebias=orange"orangenoneorange" ,

bluetask_type=orange"orangeCAUSAL_LMorange"

bluemodel = blueget_peft_model (bluemodel, bluelora_config)

green!40!blackreturn bluemodel

E.3 RAG Pipeline Configuration

E.3.1 PubMed Knowledge Base Implementation

green!40!blackclass bluePubMedKnowledgeBase:
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green!40!blackdef blue__init__ (blueself, blueindex_path, blueembedder)

blueself .blueindex = bluefaiss.blueread_index (blueindex_path)
blueself .blueembedder = blueembedder

blueself .blueabstracts = blueself.blueload_abstracts ()

green!40!blackdef blueretrieve (blueself, bluequery, bluek=5,
blueadaptive=blueTrue) :
purple!40!black purple!40!black"""
purple!40!/black purple!40!blackRetrievepurple!40!/black
purple!40!/blackrelevantpurple!/40!/black purple!/40!/blackabstracts
purple!40!black purple!40!/blackfrompurple!/40!/black

purple!40!blackPubMedpurple!40!/black purple!40!/blackdatabase

purple!40!/black purple!40!blackArgspurple!40!black:

purple!40!black purple!40!/blackquerypurple!/40!/black:purple!40!/black
purple!40!blackMedicalpurple!40!black purple!{0!/blackquestion
purple!40!black purple!40!/blackorpurple!40!black
purple!40!/blackcasepurple!40!/black purple!/40!'blackdescription

purple!40!/black purple!40!/blackkpurple!40!black:purple!40!/black
purple!40!blackNumberpurple!40!/black purple!/40!/blackof
purple!40!black purple!/40!blackdocumentspurple!40!/black
purple!40!/blacktopurple!40!/black purple!40!/blackretrieve

purple!40!/black purple!40!/blackadaptivepurple!{0!/black:
purple!40!/black purple!/40!/blackWhetherpurple!40!/black
purple!40!blacktopurple!40!black purple!40!blackuse
purple!40!black purple!40!/blackadaptivepurple!40!/black

purple!40!/blackretrieval

purple!/40!/black purple!40!blackReturnspurple!40!/black:

purple!40!/black purple!40!blackListpurple!40!/black purple!40!'blackof
purple!40!black purple!40!/blackrelevantpurple!40!black
purple!40!blackabstractspurple!{0!/black purple!40!blackwith
purple!40!/black purple!40!blackscores

purple!40!black purple!40!black"""
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green!40!blackif blueadaptive green!40!blackand green!40!'blacknot
blueself .blueneeds_retrieval (bluequery) :

green!40!blackreturn []

bluequery_embedding = blueself .blueembedder .blueencode (bluequery
)
bluescores, blueindices = blueself .blueindex.bluesearch(

bluequery_embedding .bluereshape (1, -1), bluek

blueresults = []
green!40!blackfor blueidx, bluescore green!40!blackin
green!40!blackzip (blueindices [0] , bluescores [0]):
green!40!blackif blueidx >= O0:
blueresults.blueappend ({
orange orange’orangeabstractorange’: blueself.
blueabstracts [blueidx],
orange orange’orangescoreorange’: green!40!blackfloat (
bluescore),
orange orange ’orangepmidorange’: blueself .blueget_pmid (
blueidx)

b

green!40!blackreturn blueresults

E.4 Model Testing Interface

Figure shows the interface developed for testing Llama-based models with various

parameters.
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[Model Testing Interface Figure]

Figure E.1: Interactive interface for testing Llama models with configurable parameters

including temperature, top-k, top-p, and repetition penalty

Key parameters exposed in the interface:

Max New Tokens: 100 (configurable 1-200)

Temperature: 0.70 (controls randomness)

Top-k: 50 (restricts vocabulary)

Top-p: 0.90 (nucleus sampling)

Repetition Penalty: 1.00 (discourages repetition)
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Appendix F

Ethical Considerations

F.1 IRB Approval

[Placeholder: Include IRB approval documentation for clinical case studies]

F.2 Data Privacy and Security

[Placeholder: Details on patient data anonymization and security measures]

F.3 Bias Mitigation Strategies

[Placeholder: Specific techniques used to address bias in model training and evaluation]
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Appendix G

Supplementary Figures and Tables

G.1 Additional Performance Visualizations

[Placeholder: Extended figures showing performance trends, learning curves, and com-

parative analyses]

G.2 Clinical Case Examples

[Placeholder: Additional clinical cases used for evaluation with model responses]

G.3 Error Examples

[Placeholder: Specific examples of model failures with analysis]
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Appendix H

Reproducibility Information

H.1 Software Versions

bluePython: 3.9.16
bluePyTorch: 2.0.1
blueTransformers: 4.35.2
blueCUDA: 11.8

bluecuDNN: 8.6.0
blueNumPy: 1.24.3
bluePandas: 2.0.3
blueScikit -bluelearn: 1.3.0

blueFAISS: 1.7.4

H.2 Random Seeds

All experiments used the following random seeds for reproducibility:
e Model initialization: 42
e Data shuffling: 1337

e Dropout layers: 2023
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H.3 Hardware Specifications

[Placeholder: Detailed hardware specifications for all experiments]
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Appendix 1

Glossary of Terms

BLEU Bilingual Evaluation Understudy - metric for evaluating machine-generated text

DPO Direct Preference Optimization - training method for aligning models with human

preferences
FAISS Facebook AI Similarity Search - library for efficient similarity search
LoRA Low-Rank Adaptation - parameter-efficient fine-tuning method

MMLU Massive Multitask Language Understanding - benchmark for evaluating lan-

guage models
NDCG Normalized Discounted Cumulative Gain - metric for ranking quality
NER Named Entity Recognition - identifying and classifying named entities in text

PEFT Parameter-Efficient Fine-Tuning - methods for adapting large models with fewer

parameters

RAG Retrieval-Augmented Generation - combining retrieval with generation for im-

proved accuracy

ROUGE Recall-Oriented Understudy for Gisting Evaluation - metric for summarization

quality

SFT Supervised Fine-Tuning - training method using labeled examples
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USMLE United States Medical Licensing Examination - standardized medical exam
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Appendix J

List of Publications

J.1 Papers Resulting from This Thesis

[Placeholder: List any papers published or submitted based on this thesis work]

J.2 Related Publications by the Author

[Placeholder: Other relevant publications by the thesis author]
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